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Executive Summary 
 

This white paper details the performance of various Mistral-family Large Language 
Models (LLMs) on Fsas Technologies' PRIMERGY RX2540 M8 server, equipped with a 
single NVIDIA RTX PRO 6000 Blackwell Server Edition GPU (95.6 GiB VRAM). The 
benchmarks highlight the transformative impact of FP8 quantization on LLM inference, 
showcasing significant throughput and efficiency gains compared to traditional bf16 
precision.  

• Specifically, the Ministral-3-14B model, leveraging FP8, demonstrated 
exceptional throughput per GPU and the highest energy efficiency, making it 
ideal for high-concurrency and cost-sensitive deployments. 

• The Devstral-Small-2-24B model excelled in long-context applications and 
sustained concurrency, while the Mistral-Small-3.1-24B (FP8) offered a balanced 
performance profile. 

• The Mistral-Small-3.2-24B (bf16) served as a critical baseline, underscoring the 
performance limitations of full precision on the Blackwell architecture for 
throughput-oriented workloads. 

 

The findings underscore that FP8 quantization on the NVIDIA Blackwell GPU offers a 
compelling solution for deploying LLMs efficiently and at scale. 
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1. Introduction and Test Overview 
 

The increasing demand for large language models in diverse applications necessitates 
efficient and scalable inference platforms. This report evaluates the performance of 
several Mistral-family LLMs running on an Fsas Technologies PRIMERGY RX2540 M8 
server, featuring the advanced NVIDIA RTX PRO 6000 Blackwell Server Edition GPU.  

The primary objective was to benchmark LLM inference capabilities under various 
workload profiles, assess the impact of different precision levels (FP8 vs. bf16), and 
identify optimal configurations for production deployments. 

 
1.1 Hardware and Software Infrastructure 

The benchmark platform consists of the following: 

• Server: Fsas Technologies PRIMERGY RX2540 M8 

o CPU: Intel(R) Xeon(R) 6530P (2S x 32C, 128 threads) 

o System RAM: 503.1 GiB 

o Storage: 6.6T total, 6.3T free 

o Operating System: SLES15 SP7 (kernel 6.4.0-150700.53.22-default) 

• Graphics Card: 1x NVIDIA RTX PRO 6000 Blackwell Server Edition (95.6 GiB 
VRAM) 

o GPU memory utilization: ~0.85 

• LLM Inference Engine: vLLM 0.19.0 

• CUDA Driver Version: 580.82.07; CUDA 13.0 

• Deployment Mode: Single-replica serving. 

 

This setup provides a robust environment for evaluating the performance of LLMs, 
particularly leveraging the latest NVIDIA Blackwell architecture designed for AI 
workloads. 
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1.2 Models Under Test 

 

Model Parameters Precision KV Cache 

Ministral-3-14B-Instruct-2512 14B FP8 FP8 

Devstral-Small-2-24B-Instruct-2512 24B FP8 FP8 

Mistral-Small-3.1-24B-Instruct-2503 24B FP8 FP8 

Mistral-Small-3.2-24B-Instruct-2506 24B bf16 bf16 

 

Three of these models utilized FP8 quantization, a key strong point of the Blackwell 
architecture, while the Mistral-Small-3.2 model ran at full bf16 precision to serve as a 
baseline for comparison. 

 

1.3 Test Methodology 

The benchmarks employed synthetic capacity tests using random synthetic prompts 
across two primary workload profiles: 

• Chat Workload: 256 input tokens / 256 output tokens 

• Generation Workload: 2,000 input tokens / 1,024 output tokens 

A concurrency sweep from 1 to 512 (with adaptive stopping) was conducted with two 
repeats per point, averaged. Service Level Agreement (SLA) thresholds were defined to 
ensure zero errors, TTFT (Time to First Token) p95 ≤ 1,000 ms, Latency p95 ≤ 60,000 ms, 
and per-user output greater than or equal to the workload floor (40 tok/s for chat, 30 
tok/s for generation). All models were served via vLLM 0.19.0 in single-replica mode. 
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2. Summary Results and Key Takeaways 
 

The benchmarks provided clear insights into the performance characteristics of the 
models and the advantages of the Fsas Technologies infrastructure with NVIDIA 
Blackwell. 

 

2.1 Headline Results – Chat Workload (256 in / 256 out) 
 

Model 
Peak 
tok/s Saturation 

Op. 
Point 

Practical 
Cap. 

SLA 
Cap. tok/s/GiB tok/s/W 

Ministral-3-14B (FP8) 11,068 rollover c=192 c=256 c=256 115.8 23.8 

Devstral-Small-2-24B 
(FP8) 7,741 rollover c=256 c=128 c=128 81.0 15.8 

Mistral-Small-3.1-24B 
(FP8) 6,503 

not 
reached c=192 c=128 — 68.0 12.6 

Mistral-Small-3.2-24B 
(bf16) 

2,873 rollover c=128 c=64 c=24 30.1 5.2 

 

 

2.2 Headline Results – Generation Workload (2,000 in / 1,024 out) 
 

Model 
Peak 
tok/s 

Saturation 
Op. 
Point 

Practical 
Cap. 

SLA 
Cap. 

tok/s/GiB tok/s/W 

Ministral-3-14B (FP8) 3,562 rollover c=32 c=96 c=24 37.3 6.8 

Devstral-Small-2-24B 
(FP8) 2,597 rollover c=64 c=24 c=8 27.2 4.8 

Mistral-Small-3.1-24B 
(FP8) 

2,394 rollover c=64 c=64 — 25.0 4.4 

Mistral-Small-3.2-24B 
(bf16) 

935 plateau c=48 c=16 c=8 9.8 1.8 
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2.3 Key Takeaways 

• FP8 Quantization is Transformative: The NVIDIA RTX PRO 6000 Blackwell 
Server Edition's support for FP8 quantization delivered substantial performance 
improvements. The three FP8 models achieved 2.3–3.9x higher throughput than 
the bf16 baseline on the same hardware, with no reported quality degradation. 
This makes FP8 the recommended default for LLM deployment. 

• Smaller Models, Higher Throughput: The Ministral-3-14B (FP8) model 
demonstrated superior throughput per GPU (11,068 tok/s), outpacing the 
next-best 24B model by 1.4x. Its efficiency of 23.8 tok/s/W was also 1.5x higher, 
owing to lower VRAM consumption and increased room for concurrent requests. 

• Workload-Dependent Model Selection: 

o Ministral-3-14B (FP8): Best for maximum throughput per GPU, 
high-concurrency API services, and cost-sensitive deployments. 

o Devstral-Small-2-24B (FP8): Ideal for long-context applications and 
scenarios prioritizing per-user quality and sustained concurrency. 

o Mistral-Small-3.1-24B (FP8): A balanced performer suitable for 
general-purpose inference. 

o Mistral-Small-3.2-24B (bf16): Only viable where full-precision inference is 
strictly mandated, not recommended for throughput-critical production 
workloads. 

• High Concurrency Density: A single NVIDIA RTX PRO 6000 Blackwell GPU can 
serve 256 concurrent chat users under full SLA constraints with Ministral-3-14B 
FP8, a density previously requiring multi-GPU setups. 

• Generation Workloads as Stress Tests: The generation workloads (2K/1K 
tokens) proved to be a more demanding test, showing significantly lower 
operating points for all models. Capacity planning should prioritize 
generation-capacity numbers for accurate production sizing. 
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3. Individual Model Analysis and Benchmarks  
 

3.1 Ministral-3-14B-Instruct-2512 (FP8) – Throughput Leader 

• Observations: This 14B parameter model, executed in FP8, consistently 
delivered the highest throughput across both chat and generation workloads. 
Its smaller memory footprint allowed for more concurrent requests and a larger 
KV cache. 

 

• Chat Workload (256 in / 256 out): 

o Peak Output: 11067.7 tok/s 

o Best Decode Speed: 87.5 tok/s 

o SLA-safe at c=256, making it the only model guaranteeing 256 concurrent 
users under strict SLA. 

o Efficiency: 23.8 tok/s per watt, making it 4.6x more efficient than the 
bf16 baseline. 

 

o Graph Highlights: 

▪ Throughput - chat-capacity (256/256):  The chart shows output 
tokens per second increasing steadily with concurrency, peaking 
around 256 concurrent users and maintaining high throughput. 
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▪ Per-User Speed - chat-capacity (256/256):  The per-user speed 
remains above the practical capacity floor for a large range of 
concurrency, demonstrating robust performance. 

 

 

▪ TTFT - chat-capacity (256/256): (TTFT p50 and p95 increase with 
concurrency, but remain within acceptable limits for a significant 
number of concurrent users. 
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• Generation Workload (2,000 in / 1,024 out): 

o Peak Output: 3,562 tok/s, 3.8x higher than the bf16 model. 

 

o Graph Highlights: 

▪ Throughput - generation-capacity (2000/1024) The throughput 
shows steady climb and rollover, demonstrating efficiency even 
with larger input/output. 

 

 

▪ Per-User Speed - generation-capacity (2000/1024): Per-user 
speed gracefully declines as concurrency rises, but remains 
practical for many users. 
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▪ TTFT - generation-capacity (2000/1024):  TTFTs are higher than 
chat workload, as expected due to increased input/output, but the 
model still performs effectively. 
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3.2 Devstral-Small-2-24B-Instruct-2512 (FP8) – Concurrency Champion 

• Observations: Devstral excelled in maintaining per-user quality at high 
concurrency and demonstrated superior long-context processing. 

• Chat Workload (256 in / 256 out): 

o Peak Throughput: 7,741 tok/s. 

o Operating Point: c=256, the highest of any model tested. 

o SLA-safe at c=128. 

o TTFT at 32K tokens: 69 ms, remarkably fast for long-context prefill. 

 

o Graph Highlights: 

▪ Throughput - chat-capacity (256/256):  Similar to Ministral, 
throughput increases with concurrency, exhibiting a rollover. 
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▪ Per-User Speed - chat-capacity (256/256):  Per-user speed is 
maintained above 30 tok/s up to c=256, highlighting its 
concurrency capabilities. 

 
 

▪ TTFT - chat-capacity (256/256):  The TTFT p50 and p95 show 
good stability for Devstral until higher concurrency levels. 
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• Generation Workload (2,000 in / 1,024 out): 

o Peak Throughput: 2,597 tok/s. 

o Operating Point: c=64. 

 

o Graph Highlights: 

▪ Throughput - generation-capacity (2000/1024 The chart 
illustrates good throughput performance for this demanding 
workload. 

 

▪ Per-User Speed - generation-capacity (2000/1024): Per-user 
speed remains at a functional level even for complex generation 
tasks. 
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▪ TTFT - generation-capacity (2000/1024): TTFTs are managed well 
for the long generation tasks, indicating good overall response for 
this model. 
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3.3 Mistral-Small-3.1-24B-Instruct-2503 (FP8) – Balanced Performer 

• Observations: This model, running in FP8 precision, offered a good balance 
between throughput and per-user speed, positioned between Ministral and 
Devstral. 

• Chat Workload (256 in / 256 out): 

o Peak Throughput: 6,503 tok/s. Saturation was not reached within the 
tested concurrency, suggesting a higher true ceiling. 

o Single-user decode: 56.0 tok/s, slightly faster than Devstral. 

 

o Graph Highlights: 

▪ Throughput - chat-capacity (256/256):  The throughput curve 
shows a strong upward trend, which continues further compared 
to other models. 
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▪ Per-User Speed - chat-capacity (256/256):  This graph 
demonstrates a good per-user experience even at increasing 
concurrency. 

 
 

▪ TTFT - chat-capacity (256/256):  TTFTs show a controlled increase 
with concurrency. 
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• Generation Workload (2,000 in / 1,024 out): 

o Peak Throughput: 2,394 tok/s. 

o Operating Point: c=64. 

 

o Graph Highlights: 

▪ Throughput - generation-capacity (2000/1024):  Consistent 
throughput for generation tasks. 

 

▪ Per-User Speed - generation-capacity (2000/1024):  The 
per-user speeds are competitive for long generation tasks. 
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▪ TTFT - generation-capacity (2000/1024): The TTFTs are notable, 
showing efficient processing of larger outputs. 
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3.4 Mistral-Small-3.2-24B-Instruct-2506 (bf16) – Precision Baseline 

• Observations: This model, running at bf16 precision, served as a crucial 
baseline. It demonstrated the significant performance overhead of full precision 
compared to FP8 on the Blackwell architecture. 

• Chat Workload (256 in / 256 out): 

o Peak Throughput: 2,873 tok/s, 3.9x lower than Ministral FP8. 

o Single-user decode: 31.4 tok/s, 44% slower than its FP8 counterpart (3.1 
FP8). 

o SLA-safe at only c=24, the most restrictive of all models. 

 

o Graph Highlights: 

▪ Throughput - chat-capacity (256/256): The throughput curve 
indicates considerably lower performance compared to the FP8 
models. 
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▪ Per-User Speed - chat-capacity (256/256):  Per-user speed drops 
rapidly with increasing concurrency, limiting its practical usability. 

 

▪ TTFT - chat-capacity (256/256): The TTFT values are significantly 
higher, particularly at moderate to high concurrency. 
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• Generation Workload (2,000 in / 1,024 out): 

o Peak Throughput: 935 tok/s, hitting a hard plateau due to compute 
saturation. 

o TTFT at 32K tokens: 5,066 ms, making long-context use highly 
impractical. 

o Efficiency: Lowest on both tok/s/W (5.2) and tok/s/GiB (9.8). 

 

o Graph Highlights: 

▪ Throughput - generation-capacity (2000/1024): The chart clearly 
shows a performance plateau, indicating compute limitations. 

 

▪ Per-User Speed - generation-capacity (2000/1024):  Per-user 
speed remains low across various concurrency levels. 
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▪ TTFT - generation-capacity (2000/1024):  The TTFTs are very high, 
confirming the impracticality for intensive generation tasks at 
bf16. 
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Conclusion  
 

The Fsas Technologies PRIMERGY RX2540 M8, powered by the NVIDIA RTX PRO 6000 
Blackwell Server Edition, provides a highly capable platform for LLM inference. The 
benchmarks unequivocally demonstrate the profound impact of FP8 quantization on 
performance and efficiency, making it the preferred precision for most production 
deployments. By strategically selecting models like Ministral-3-14B for raw throughput 
or Devstral-Small-2-24B for challenging long-context and high-concurrency scenarios, 
organizations can unlock unprecedented levels of LLM inference capability with this 
cutting-edge hardware. The ability of a single Blackwell GPU to handle high concurrent 
chat users under strict SLAs further solidifies its position as a game-changer in the LLM 
inference landscape. 

 

Going forward there will be further benchmarks with expanding models for different 
workloads and requirements. 
 
If you want to make sure you’re not over or under sizing your infrastructure why not try 
out our GPU Sizer which can compare requirements at a GPU level, Server level or even 
in a node based solution offering. 
 
=> https://ts.fujitsu.com/GPUsizer 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

More Information 

More information about AI Benchmarks and Validated 
Designs on the webpage: 

https://eu.fsastech.com/eu/solutions/artificial-intelligence/     

https://ts.fujitsu.com/GPUsizer
https://eu.fsastech.com/eu/solutions/artificial-intelligence/
http://www.fujitsu.com/emeia/artificial-intelligence
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Fsas Technologies products, solutions & services 

Fsas Technologies provides a range of platform solutions. They combine reliable Fsas Technologies products with 
the best in services, know-how and worldwide partnerships. 

 

Fsas Technologies Portfolio 

Built on industry standards, Fsas Technologies offers a full portfolio of datacenter hardware, software and related 
services. This allows customers to select alternative sourcing and delivery models to increase their business agility 
and to improve their IT operation’s reliability. 

 

Data Center Solutions 

https://www.fsastech.com/en-eu/  

 

 

More information 

Please contact your Fsas Technologies sales 
representative or Business partner or visit our 
website. 
 

Fsas Technologies green policy innovation 

Fsas Technologies Green Policy Innovation is our 
worldwide project for reducing burdens on the 
environment. 

 

Using our global know-how, we aim to contribute to 
the creation of a sustainable environment for future 
generations through IT. 

 

Please find further information at 
http://www.fujitsu.com/global/about/environment 
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