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Executive Summary 
This report highlights how well Fsas Technologies' hardware systems perform when 
running key artificial intelligence (AI) tasks. The systems were evaluated on several key 
areas that reflect real world use, such as creating data, training models, answering 
questions, and delivering AI results quickly. 

Here are the main takeaways: 

Fast Data Generation 

The systems can generate large volumes of high-quality training data quickly and 
efficiently. In one test, 20,000 samples were processed in just 9 hours, demonstrating 
that the PRIMERGY GX System is well equipped to meet the demands of modern AI 
development. 

Quicker Training Times 

Training AI models is over 6 times faster on our PRIMERGY GX System, equipped with 4 
NVIDIA HGX-1 (4 H100 GPU's on an SXM board using Nvidia NVLink) compared to a 
standard setup using mid-range GPUs such as the RTX 6000, L40, or L40s. This 
acceleration allows developers to evaluate and improve their models significantly 
faster. With the PRIMERGY GX System, you benefit from greater efficiency and cost 
savings eliminating the need to purchase and manage 4 separate systems with single 
GPUs. 

Speedy AI Responses 

Whether it is answering questions or leveraging advanced techniques like Retrieval 
Augmented Generation (RAG), The PRIMERGY GX system delivers results up to 10 times 
faster than a standard system with a mid-range GPU such as RTX 6000. The PRIMERGY 
GX System enables shared memory across 4 GPUs which means faster response times 
and superior performance, even during demanding multi-user workloads. 

Manages Growth Easily 

FSAS Technologies provides a scalable solution that grows with your business. As 
demand increases, additional PRIMERGY GX Systems can be easily integrated into the 
AI cluster, ensuring continuous, high-performance service as companies scale. 

Leading Performance 

In every test we conducted, Fsas Technologies showed outstanding performance. The 
results clearly show that our hardware offers top tier speed and reliability for today’s 
most demanding AI tasks. 

In short, Fsas Technologies provides a powerful, future ready AI platform that supports 
fast development, reliable service, and scalability, all key ingredients for success in the 
AI driven world. 
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Introduction 
This report details the performance of Fsas Technologies systems across several 
demanding benchmark suites, demonstrating the efficiency, speed, and scalability of 
the hardware stack for common AI workloads as outlined in the project goals. The 
benchmarks cover: 

1. Data synthesis performance: using a qwen3 32b model for hard-label 
distillation. 

2. Fine-tuning and training performance: using axolotl for a llama 3.1 1b model. 

3. Inference performance: using lighteval for a gemma 4b model. 

4. Retrieval-Augmented Generation (RAG) performance: using sglang with a 
llama 1b model. 

5. Serving and deployment performance: using VLLM for the 
mistral-small-3.1-24b model, analyzing scalability and quantization impact. 

 

The hardware used is the PRIMERGY HGX server GX2560 M7 

Technical Specifications 

• Processor: Supports 4th Gen Intel® Xeon® Scalable Processors, including HBM 
(High Bandwidth Memory) SKUs. 

• Memory: Up to 32 DDR5 DIMM slots, supporting speeds up to 4800 MT/s. 

• Interconnects: 4x UPI (Ultra Path Interconnect) links. 

• GPU Support: Compatible with NVIDIA HGX-1 configuration (4x SXM5 GPUs). 

• Storage: Supports up to 6 front-accessible storage drives; compatible with SATA, 
SAS, and NVMe interfaces. 

• Expansion: Up to 6 PCIe Gen5 slots for high-speed connectivity and peripheral 
expansion. 

• Networking: PCIe Gen5 InfiniBand card support. 

• Management: Integrated Baseboard Management Controller (BMC) with 
support for latest security standards including PFR (Platform Firmware 
Resilience), API-based management, and TLS 1.3. 
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1. Data Synthesis Performance 
 

Democratized data generation: swiftly building high-quality data foundations 

• Process overview: 

o Prompts were extracted from a suitable medical dataset on hugging face. 

o A reasoning model (qwen3 32b awq) was used with a modified system 
prompt to generate new answers for data synthesis. 

o This process demonstrated hard-label distillation from a teacher model, 
creating a dataset ready for training student models. 

• Performance highlight (data generation with qwen3 32b awq): 

o Context: 12,000 tokens 

o Overall scale: a total of 19,680 samples were generated in 9 hours and 
16 minutes. 

o Efficiency: this translates to an average processing time of 
approximately 1.70 seconds per item. 

o Concurrency: the system achieved a maximum concurrency of 79.81x for 
requests with 12,000 tokens. 

o The accompanying diagram, "data synthesis: detailed statistics and 
performance chart," visually details these performance metrics and the 
token characteristics of the generated dataset. 

o Hardware - PRIMERGY HGX server with 4xH100 GPUs 

• Generated dataset token statistics (before filtering): these figures, 
illustrating the typical and maximum sizes of user prompts and assistant 
responses, are further detailed in the "token statistics" subplot of the 
accompanying diagram. 
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o The generated dataset exhibited a range of token lengths. Key statistics 

include: 

 Highest token value (user): 690 

 Highest token value (assistant): 5996 

 Mean token value (user): 66.73 

 Mean token value (assistant): 769.22 

 Mean token value (total): 835.95 

 

• Dataset filtering for training suitability: 

o To optimize for downstream training processes, the dataset was filtered 
for samples with <= 2048 total tokens. 

o Original number of samples: 19,680 

o Filtered number of samples (<= 2048 tokens): 19,082 

o Number of removed samples: 598 (representing a small fraction, ~3%, of 
the initially generated data) 
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Business Impact: The Fsas Technologies hardware stack, equipped with 4× NVIDIA 
HGX-1 GPUs, efficiently handles high-volume, compute-intensive data generation 
workloads. In just over 9 hours, the system produced nearly 20,000 high-quality 
samples, averaging 1.70 seconds per item. A peak concurrency of 79.81× highlights the 
system’s strong parallel processing capabilities, significantly reducing data preparation 
time. This high-throughput data synthesis, as illustrated in the accompanying chart, 
provides a scalable and efficient foundation for accelerated downstream model 
training and fine-tuning. 

Democratization impact: empowers more users to create tailored AI models, even 
without massive initial raw datasets. 
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2. Fine-Tuning and Training Performance 
Goal: accelerating AI development for everyone 

Challenge: long training times can slow down innovation and iteration. 

Democratized training:  from idea to model – over 6x faster 

Scenario 1: standard training (35k data, batch size 32) 

Result: the Fsas Technologies server (4x GPUs) completed training in 61 minutes. A 
comparable system with a single 6000 ADA GPU required 390 minutes. Massive 
speedup on multi-GPU servers. 6.39x faster: PRIMERGY server (4x h100) vs.  
A common single 6000 ada GPU/ l40s system.    

Efficient resource use - shows efficient vram distribution: 4x 21.25gb (Fsas 
Technologies) vs. 1x 47gb (6000 ADA).  

Benchmark: axolotl training (llama 3.1 1b instruct, sft fft 50% layer selection)  

 

 
This chart compares the training eta on the Fsas Technologies server and the 6000 ADA 
system for the standard training scenario. Note - lower eta is better. 

Business Impact: The 6.39× performance improvement achieved with the Fsas 
Technologies multi-GPU server enables significantly faster model training iterations. 
This reduction in development time accelerates time-to-market and supports rapid 
adaptation to evolving requirements, enhancing overall agility and responsiveness. 

Democratization impact: faster iteration cycles mean more teams and developers can 
experiment, adapt, and refine models, making AI development more broadly 
accessible. 
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Scenario 2: extra training (39k data, batch size 128, Fsas Technologies server only) 

Result: despite a larger dataset and 4x larger batch size, the Fsas Technologies server 
(4x GPUs) completed training efficiently in just 39 minutes. A massive speedup on 
multi-GPU servers. 6.39x faster: PRIMERGY server (4x h100) vs.  
A common single 6000 ada GPU/ l40s system.    

VRAM usage: 4x 51.5gb. Demonstrates the system's capacity to handle increased 
memory demands from larger batch sizes. 

 
This chart compares the training eta on the Fsas Technologies server for the standard 
training scenario based on bath size 32 and 128. Lower eta is better. 

Business Impact: The results demonstrate the strong scalability of the Fsas 
Technologies platform. It efficiently supports larger and more complex training 
workloads, enabling the use of bigger batch sizes and more robust models without 
incurring significant time penalties. This capability enhances model performance while 
maintaining operational efficiency. 

Democratization impact: faster iteration cycles mean more teams and developers can 
experiment, adapt, and refine models, making AI development more broadly 
accessible. 
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3. Benchmarking: Inference Performance  
Goal: Inference performance that convinces and is accessible 

Challenge: demanding inference tasks often require specialized, costly hardware. 

Democratized interference: mastering complex AI tasks – over 10x faster 

Comparison: multi-GPU Fsas Technologies setup (4x GPUs, tp=4) vs. Single l40s GPU. 

Results:   

 The multi-GPU setup consistently demonstrated over 10x 
speedups across all tested benchmarks: 

 Aime24 pass32: ~13.5x faster (40 min vs. ~540 min). 

 Gpqa: diamond (long answer generation): ~11.88x faster (10.1 min 
vs. 120 min). 

 Math_500: ~11.97x faster (6.85 min vs. 82 min). 

 

Benchmark: lighteval inference (gemma-3 4b-it reasoning finetune, VLLM, max 
length 32k) 

 
The bar chart above illustrates the estimated time to arrival (eta) in minutes for 
each benchmark on the multi-GPU setup versus the single l40s GPU (lower 
better). 
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Business Impact: For complex inference tasks involving large context windows or high 
computational demands, the Fsas Technologies multi-GPU configuration delivers 
substantial performance improvements. This capability enables real-time processing 
and supports workloads that would otherwise be impractical, demonstrating the 
platform’s suitability for demanding inference benchmarks. 

Democratization impact: makes high-end inference performance attainable for 
demanding benchmarks and real-world scenarios, not just for specialists. 
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4. Benchmarking: Retrieval-Augmented 
Generation (RAG) Performance 
Goal: RAG performance for practical AI 

Challenge: RAG systems need to be fast and scalable for many users. 

Democratized RAG: relevant answers – significantly faster for all users 

Benchmark: RAG instruct suite (sglang, llama 1b) (relevant to Private GPT 
benchmarking stream)  

Comparison: Fsas Technologies server (4 GPUs) vs. RTX 4090 pod (1 GPU). 

Result:  

• The Fsas Technologies server was 2.29 times faster (27.9 min vs. 64 min). 
PRIMERGY server (4 GPUs) vs. RTX 4090 pod (1 GPU) for max 1000 new tokens.    

VRAM usage: high vram capacity handles demanding RAG contexts or high 
concurrency which is 4x 70gb on the Fsas Technologies server. 

 

 
Although investing in four GPUs requires a greater upfront cost, it yields a 
significantly higher return by boosting throughput and enabling simultaneous 
workloads vastly improving ETA over a single GPU. Please see the diagram for further 
information comparing ETA. 

Business Impact: Even for smaller models used in RAG workflows such as those in 
Private GPT scenarios the Fsas Technologies multi-GPU server delivers a notable 
performance advantage. This results in faster response times and improved support 
for higher user concurrency.  
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5. Serving And Deployment Performance 
Goal: delivering AI solutions reliably and scalable 

Challenge: deploying AI models with long context (113k token context) to end-users. 

Democratized deployment: AI that grows with your needs 

Benchmark: VLLM serving (mistral-small-3.1-24b, max context 131k, Fsas Technologies 
server) 

Results: excellent scalability and efficiency with the Fsas Technologies solution. 

Scalability analysis (1 vs. 2 vs. 4 GPUs): 

• Throughput: request throughput (req/s) and output token throughput (tok/s) 
scaled nearly linearly when increasing GPUs from 1 to 4 for both fp16 and int4 
models. With 4 GPUs (fp16), the system achieved 28.85 req/s and 3650.13 
output tok/s. 

• Low latency: mean time to first token (TTFT) decreased significantly with more 
GPUs. Mean TTFT reduced to ~14.5 ms with 4 GPUs (fp16).   

 
 

Plot showing request throughput vs. Number of GPUs for both models 
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 plot showing output token throughput vs. Number of GPUs for both models 

 

 plot showing mean TTFT vs. Number of GPUs for both models 
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 plot showing mean tpot vs. Number of GPUs for both models 

 plot showing mean itl vs. Number of GPUs for both models 

 

 

 

Business Impact: The Fsas Technologies server offers strong scalability for serving 
workloads, allowing customers to start with smaller deployments and scale efficiently 
as demand increases. Consistent performance and low latency enable responsive, 
real-time applications while maintaining a high-quality user experience. 
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Democratization impact: enables organizations of all sizes to reliably offer AI services 
and scale as needed, making advanced AI applications accessible to a wider audience. 

 

Fp16 vs. Int4 quantization comparison (4 GPUs) 

Performance: the full-precision (implied fp16) model generally outperformed the int4 
awq quantized version on 4 GPUs in these tests, offering ~15% higher 
throughput and ~7-13% lower latency. 

VRAM usage: VRAM usage per GPU was very similar (74gb for fp16 vs. 75gb for int4). 

 
This charts directly compares key performance metrics between the fp16 and int4 
versions of the mistral-24b model when using 4 GPUs. 

Business Impact: On Fsas Technologies hardware using VLLM, the FP16 model 
outperformed its quantized counterparts for this specific task, demonstrating the 
system’s ability to run uncompressed models efficiently at peak performance. While 
quantization reduces model size, these results suggest FP16 is optimal when raw 
throughput is the priority. The appropriate choice ultimately depends on customer 
requirements. 
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Conclusion  
The benchmarking has been successful in the following areas: 

• Efficient data synthesis: the Fsas Technologies hardware stack excels at 
large-scale data generation, achieving high concurrency (79.81x with qwen3 
32b) and processing nearly 20,000 samples in just over 9 hours (approx. 
1.7s/item), laying a strong foundation for AI projects. 

• Accelerated training: Fsas Technologies’ multi-GPU servers drastically cut down 
training times (over 6x faster in tests), enabling faster model iteration and 
accelerating innovation, directly supporting the fine-tuning project stream.  

• Superior inference speed: for complex inference and RAG tasks, Fsas 
Technologies hardware delivers substantial speedups (over 10x for lighteval 
with gemma 4b, over 2x for RAG with llama 1b), enabling more demanding 
real-time AI applications relevant to all benchmarking streams. 

• Excellent serving scalability: performance scales effectively with added GPUs, 
allowing customers to meet growing user demand while maintaining low 
latency and high throughput proof of the investment's future-readiness for 
deployment.  

• Performance leadership: in direct comparisons within these benchmarks, the 
Fsas Technologies multi-GPU setups consistently outperformed single-GPU or 
alternative configurations, providing measurable proof points derived directly 
from the project's benchmark results. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

More information about AI Benchmarks and Validated 
Designs on the webpage: 

www.fujitsu.com/emeia/artificial-intelligence    

http://www.fujitsu.com/emeia/artificial-intelligence
http://www.fujitsu.com/emeia/artificial-intelligence
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More Information 

 

 

 

 

Fsas Technologies products, solutions & services 

Fsas Technologies provides a range of platform solutions. They combine reliable Fsas Technologies products with 
the best in services, know-how and worldwide partnerships. 

 

Fsas Technologies Portfolio 

Built on industry standards, Fsas Technologies offers a full portfolio of datacenter hardware, software and related 
services. This allows customers to select alternative sourcing and delivery models to increase their business agility 
and to improve their IT operation’s reliability. 

 

Data Center Solutions 

https://www.fsastech.com/en-eu/  

 

 

More information 

Please contact your Fsas Technologies sales 
representative or Business partner or visit our 
website. 
 

Fsas Technologies green policy innovation 

Fsas Technologies Green Policy Innovation is our 
worldwide project for reducing burdens on the 
environment. 

 

Using our global know-how, we aim to contribute to 
the creation of a sustainable environment for future 
generations through IT. 

 

Please find further information at 
http://www.fujitsu.com/global/about/environment 
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